
we did for the “Campus Plaza” sequence. Instead, we
defined five statistical criteria:

1. the number of mostly tracked trajectories,
2. the number of mostly lost trajectories,
3. the number of fragments of trajectory,
4. the number of false trajectories (a results trajectory

corresponding to no object), and
5. the frequency of identity switches (identity exchan-

ging between a pair of result trajectories).
Fig. 8 illustrates their definition. These five categories are by
no means a complete classification; however, they cover
most of the typical errors observed on this set. There are
other performance measures that have been proposed in the
recent evaluations, such as the Multiple Object Tracking
Precision and Accuracy in the CLEAR 2006 evaluation [57].
We do not use these measures because they are less
intuitive as they try to integrate multiple factors into one
scalar valued measure.

Table 1 gives the performance of our method. We
developed an evaluation software to count the number of
mostly tracked trajectories, mostly lost trajectories, false alarms,
and fragments automatically. Denote a ground-truth
trajectory by fGðiÞ; . . . GðiþnÞg, where GðtÞ is the object
state at the tth frame; denote a hypothesized trajectory by
fHðjÞ; . . . HðjþmÞg. The overlap ratio of the ground-truth
object and the hypothesized object at the t-frame is defined by

OverlapðGðtÞ; HðtÞÞ ¼ RegðGðtÞÞ \ RegðHðtÞÞ
RegðGðtÞÞ [ RegðHðtÞÞ

; ð8Þ

where RegðÞ is the image region of the object. If
OverlapðGðtÞ; HðtÞÞ > 0:5, we say fGðtÞ; HðtÞg is a potential
match. The overlap ratio of the ground-truth trajectory and
the hypothesized trajectory is defined by

OverlapðGði:iþnÞ; Hðj:jþmÞÞ

¼
Pminðiþn;jþmÞ

t¼maxði;jÞ � OverlapðGðtÞ; HðtÞÞ > 0:5
� �

maxðiþ n; jþmÞ �minði; jÞ þ 1
;

ð9Þ

where �ðÞ is an indicator function. Given that one sequence
has NG ground-truth trajectories, fGkgNG

k¼1, and NH hy-
pothesized trajectories, fHkgNH

k¼1, we compute the overlap
ratios for all ground-truth hypothesis pairs fGk; Hlg; the
pairs whose overlap ratios are larger than 0.8 are considered
to be potential matches. Then, the Hungarian matching
algorithm [22] is used to find the best matches that are
considered to be mostly tracked. To count the mostly lost
trajectories, we define a recall ratio by replacing the
denominator of (9) with nþ 1. If, for Gk, there is no Hl such
that the recall ratio between them is larger than 0.2, we
consider Gk to be mostly lost. To count the false alarms and
fragments, we define a precision ratio by replacing the

denominator of (9) with mþ 1. If, for Hl, there is no Gk such
that the precision ratio between them is larger than 0.2, we
consider Hl a false alarm; if there is such a Gk that the
precision between them is larger than 0.8 but the overlap ratio
is smaller than 0.8, we consider Hl to be a fragment of Gk. We
first count the mostly tracked trajectories and remove the
matched parts of the ground-truth tracks. Second, we count
the trajectory fragments with a greedy iterative algorithm. At
each round, the fragment with the highest overlap ratio is
found and, then, the matched part of the ground-truth track is
removed; this procedure is repeated until there are no more
valid fragments. Last, we count the mostly lost trajectories
and the false alarms. This algorithm cannot classify all
ground-truth and hypothesized tracks; the unlabeled ones
are mainly due to an identity switch. We count the frequency
of identity switches visually.

Some sample frames and results are shown in Fig. 9.
Most of the missed detections are due to the humans
wearing clothing with a color very similar to that of the
background so that some part of the object is misclassified
as background; see frame 1,413 in Fig. 9b for an example.
The fragmentation of trajectory and the ID switch are
mainly due to full occlusions; see frame 496 in Fig. 9a and
frame 316 in Fig. 9b for examples. Our method can deal
with partial occlusion well. For full occlusion, classifying an
object as going into an “occluded” state and associating it
when it reappears could potentially improve the perfor-
mance. The false alarms are mainly due to the shadows,
reflections, and sudden brightness changes that are mis-
classified as foreground; see frame 563 in Fig. 9a. A more
sophisticated background model and shadow model (for
example, [32]) could be used to improve the result. In
general, our method performs reasonably well on the
CAVIAR set, though not as well as on the “Campus Plaza”
sequence, mainly due to the abovementioned difficulties.
The running speed of the system is about 2 fps with a
2.8 GHz Pentium IV CPU. The implementation is in C++
code without any special optimization.

7 CONCLUSION AND FUTURE WORK

We have presented a principled approach to simulta-
neously detect and track humans in a crowded scene
acquired from a single stationary camera. We take a model-
based approach and formulate the problem as a Bayesian
MAP estimation problem to compute the best interpretation
of the image observations collectively by the 3D human
shape model, the acquired human appearance model, the
background appearance model, the camera model, the
assumption that humans move on a known ground plane,
and the object priors. The image is modeled as a composi-
tion of an unknown number of possibly overlapping objects
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Fig. 8. Tracking evaluation criteria.

TABLE 1
Results of Performance Evaluations on the CAVIAR Set

(277 Trajectories)



and a background. The inference is performed by an
MCMC-based approach to explore the joint solution space.
Data-driven proposal probabilities are used to direct the
Markov chain dynamics. Experiments and evaluations on
challenging real-life data show promising results.

The success of our approach mainly lies in the integra-
tion of the top-down Bayesian formulation following the
image formation process and the bottom-up features that
are directly extracted from images. The integration has the
benefit of both the computational efficiency of image
features and the optimality of a Bayesian formulation.

This work could be improved/extended in several ways:
1) Extension to track multiple classes of objects (for
example, humans and cars) can be done by adding model
switching in the MCMC dynamics. 2) Tracking, operating in
a two-frame interval, has a very local view; therefore,
ambiguities inevitably exi st, especially in the case of
tracking fully occluded objects. The analysis in the level of

trajectories may resolve the local ambiguities (for example,
[29]). The analysis may take into account prior knowledge
of the valid object trajectories, including their starting and
ending points.

APPENDIX

SINGLE OBJECT TRACKING WITH BACKGROUND
KNOWLEDGE USING MEAN SHIFT

Denote by ~p, pðuÞ, and bðuÞ the color histograms of the
object learned online, the color histogram of the object at
location u, and the color histogram of the background at
the corresponding region, respectively. Let x if g i¼1;...;n be
the pixel locations in the region with the object center at
u. A kernel with profile kðÞ is used to assign smaller
weights to the pixels farther away from the center. An
m-bin color histogram pðuÞ ¼ pj ðuÞ

� �
j ¼1;...;m is constructed

as pj ðuÞ ¼
P n

i¼1 kðkx i k
2Þ� ½bf ðx i Þ � j �, where function bf ðÞ
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Fig. 9. Selected frames of the tracking results from the CAVIAR set. (a) Sequence “ThreePastShop2cor.” (b) Sequence “TwoEnterShop2cor.”
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