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Human Pose Tracking in Monocular Seguence
Using Multilevel Structured Models

Mun Wai Lee, Member, IEEE, and Ramakant Nevatia, Fellow, IEEE

Abstract—Tracking human body poses in monocular video has many important applications. The problem is challenging in realistic
scenes due to background clutter, variation in human appearance, and self-occlusion. The complexity of pose tracking is further
increased when there are multiple people whose bodies may interocclude. We proposed a three-stage approach with multilevel state
representation that enables a hierarchical estimation of 3D body poses. Our method addresses various issues including automatic
initialization, data association, self and interocclusion. At the first stage, humans are tracked as foreground blobs, and their positions
and sizes are coarsely estimated. In the second stage, parts such as face, shoulders, and limbs are detected using various cues, and
the results are combined by a grid-based belief propagation algorithm to infer 2D joint positions. The derived belief maps are used as
proposal functions in the third stage to infer the 3D pose using data-driven Markov chain Monte Carlo. Experimental results on several
realistic indoor video sequences show that the method is able to track multiple persons during complex movement including sitting and

turning movements with self and interocclusion.

Index Terms—3D human pose estimation, multiple-human tracking, belief propagation, data driven Markov chain Monte Carlo,

generative models.

1 INTRODUCTION

UMAN body pose tracking is important for many
H applications, including understanding human activity
and video analysis. For example, in surveillance applica-
tions, people are often the main object of interest in the
monitored scenes. Analyzing the body poses of the people
allows for inference on the people’s activities and on the
interaction among themselves and with the environment.
Analysis of body poses involves estimating the positions of
the main body components such as the head, torso, and
limbs, and the angles of joints such as shoulders and elbows.

In human motion capture and human computer interac-
tion application, one can simplify the problem by using
multiple cameras, controlling the environment, and the
subject’s appearance such as by placing markers on key
body joints. We focus instead on applications for video
understanding and surveillance that deal with uncontrolled
scenes with only a single camera and where multiple
persons may be present. This is a difficult problem for many
reasons, including variations in individual body shapes and
choice of clothing. Furthermore, the humans need to be
segmented from the background and self-occlusions need to
be considered. The presence of multiple persons in the
scene makes the problem more complex as people may
occlude each other.

Our aim is to recover body and limb positions and
orientations, i.e., their poses, in 3D, from monocular video
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sequences without any special markers on the body. We
focus on sequences where the camera is stationary and is of
resolution such that a person’s height is at least 200 pixels.
The scene may contain a small number of persons, and they
may partially occlude each other.

We use a model-based approach to overcome the
ambiguities inherent in a monocular video stream. By
separately modeling the human body and other aspects of
the image generation process (including dynamics, image
projection, and the observation process), fewer training
images can be used to handle more varying environments.
With this approach, we can infer the body pose in an
analysis-by-synthesis manner. Given a pose candidate, the
human body model can be rendered on the image and
compared with the image features for matching. The
generative method allows us to formulate a good cost
function to evaluate the pose accurately. However, an
efficient search for the state solution in a high dimension
space is a key issue.

For a sequence, a dynamic model can be used to reduce
the search space, but we must still estimate the initial state
and reinitialize when tracking becomes unreliable. Two
strategies are used to improve the search efficiency. First, a
hierarchical approach is used since some parameters are
easier to estimate than others. Second, a bottom-up
detection of body components is used to reduce the search
space of the full body pose estimation. The remainder of
this section describes our framework in more detail.

We present a three-stage approach for 3D pose estima-
tion and the tracking of multiple people from a monocular
sequence (see Fig. 1). In Stage 1, moving people are detected
and tracked as elliptical blobs. A coarse histogram-based
appearance model for each person is learned during
tracking so that when one person occludes another, we
can determine the depth ordering by matching the visible
region with the appearance model of each person. This
stage provides a preliminary estimation of each person’s
positions, sizes, and the occluding layers.
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Fig. 1. Three stages approach. (a) Input. (b) Blobs tracking. (c) 2D inference. (d) 3D inference. The scene consists of three persons in a meeting
room environment. The poses are estimated in a hierarchical coarse-to-fine manner.

In Stage 2, various body part detection modules are used
to locate the faces, shoulders, and limbs. Inferences from
these local component detections are integrated in a belief
network with each node representing the 2D position of a
joint. A belief propagation technique is used to estimate the
marginalized belief distribution of the state of each node.
Restricting the second stage to 2D inference enables us to
use grid-based representations for the belief functions that
can handle complex distributions efficiently. This approach
is different from the nonparametric belief propagation
method (NBP) [14], [16], [33], [38], as we do not use Monte
Carlo sampling or mixture-of-Gaussians approximation.

In Stage 3, a method based on data-driven Markov chain
Monte Carlo (DD-MCMC) [45] is used to estimate the full
3D body poses in each frame. A state candidate is evaluated
by generating synthesized images of humans (we assume
an orthographic approximation and known camera orienta-
tion) and comparing it to the input image. With this
generative approach, we can consider nonlinear constraints
such as interocclusion and non-self-penetration. To search
the state space efficiently, the Markov chain transition uses
proposal functions generated from the second stage
(estimates of 2D joint positions).

With these three stages, multiple hypotheses for the body
poses of each frame are estimated. The pose trajectories of
the people can be estimated by combining results of each
frame. A dynamic human model is used to apply temporal
constraints of body kinematics. A dynamic programming
technique is used to compute the optimal trajectories of the
limb motions.

Part of the implementation of Stage 3 is based on earlier
work on pose estimation for a single person in mainly
upright and frontal poses in static images [18]. This work
extends the method to dynamic pose estimation of multiple
persons in sequences, and they include more difficult
scenarios, including turning movements, as well as occlu-
sions among people. This increases the complexity of the
problem considerably and requires novel techniques in
addition to those used in previous work.

While we leverage on several existing techniques in this
approach, the proposed coarse-to-fine hierarchical analysis
framework is novel. Another main contribution of this
paper is a grid-based belief propagation technique that we
design for the second stage that enables multiple persons
pose analysis.

If the scene contains other moving objects besides
people, the foreground blobs of these objects could interfere
with the human pose estimation. In the proposed frame-
work, we include detectors of moving environment objects
such as the door, chairs, and table. These detectors are

trained specifically for the scene using a few annotated
images. As surveillance cameras are usually stationary, it is
therefore reasonable to provide a small amount of scene
context information to the system that will improve the
pose estimation significantly.

1.1 Related Work

There has been substantial work on estimating 2D human
pose [27], [30], [46]. Estimating 3D pose is more challenging
as some degrees of motion freedom are not observed, and it
is difficult to find a mapping from observations to state
parameters. Stereo or multiple cameras can be used to
extract 3D depth points and make the estimation easier [5],
[8], but this is not possible for many applications such as
surveillance when only a single view is available. Several
learning-based techniques have been proposed for single
view [1], [32], but these rely on accurate body silhouette
extraction and having a relatively large number of training
images.

Model-based generative approaches are commonly used
because it is easier to evaluate a state candidate by
synthesizing the human appearance and comparing with
image features. In [9], particle filtering is used for 3D pose
tracking with multiple cameras by approximating the state
posterior distribution with a set of samples. It is, however,
difficult to extend this to tracking in monocular view
because of significant ambiguities in depth. In [34], a
mixture density propagation approach is used to overcome the
depth ambiguities of articulated joints seen in monocular
view; this is later improved with a mixture smoother [35]. A
hybrid Monte Carlo technique is used in [6] for tracking
walking people.

The nonparametric belief propagation (NBP) method [16],
[38] has been used for pose estimation [14], [33] and hand
tracking [39]. A mean field Monte Carlo algorithm is also
proposed in [44] for tracking articulated body. These
techniques use a graphical model, with each node repre-
senting a body joint. Inference is made by propagating
beliefs along the network. A mechanism to handle partial
self-occlusion was addressed for hand tracking [39]. Our
method overcomes this problem by using belief propaga-
tion only at the second stage to bootstrap the 3D inference at
the third stage where a complete analysis, including self-
occlusion, is performed.

Recently, bottom-up, local parts detection has been used
as a data-driven mechanism for the pose estimation [14],
[23], [30], and this has now been recognized as an important
component in a body pose estimation solution. In addition,
global shape-based features are used in [46] for detecting
poses of walking people.
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Fig. 2. Human blobs tracking. (a) Extracted foreground. (b) Estimated
ellipses representing human blobs with inference of depth order.

Our approach is mostly related to previous work that
explores good 2D features for pose estimation [3], [23], [28],
[30], [46]. This work is also motivated by findings from
other previous works [9], [30], [34], [48], which suggest that
global analysis is essential to provide accurate hypotheses
evaluation, especially in realistic scenes with self-occlusion
and significant background clutter.

2 HUMAN ELLIPSE TRACKING

We describe in this section the first stage of our approach,
which involves the tracking of humans whose shape is
approximated as ellipses in the video. The objective here is
to determine the number of people in the scene, estimate
coarsely their positions and sizes, and infer the depth
ordering when they overlap in the image.

Given a sequence, the static background is learned using
an adaptive mixture model approach [37], and the fore-
ground moving blobs are extracted by background sub-
traction. Human ellipses are detected and tracked by
matching them with the foreground. A human blob is
represented by a simple ellipse that has five parameters: x-
position, y-position, width, height, and rotation. The
matching between the ellipses and foreground is described
by a cost function based on region-matching of the
estimated ellipses with the foreground (see Fig. 2). A track
is initiated automatically by the presence of a foreground
blob of sufficiently large size. At each time frame, the states
are updated by performing a block search to minimize the
cost function. We assume that the ellipse size changes
slowly and that the ellipses are allowed to overlap each
other. A color histogram is used to represent the appearance
of a human blob and is learned by adaptive updating. When
the ellipses overlap, we determine the depth order by
comparing the overlapped region with the learned color
histograms. The human blob that best matches the overlap
region is considered to be at the front, and the other blob is
deemed to be partially occluded.

This is a simple method to track the human blobs as a
preliminary step to estimate human pose and is sufficient
for uncrowded scenes.

3 COMPONENT DETECTION

Component detection has become a popular approach to
jump-start or bootstrap pose estimation [23], [27], [33] and is
important for applications that require automatic initializa-
tion. In our work, several detection modules are used to
extract candidates for various body joints, namely, the head,

() (e)

Fig. 3. Detection modules. (a) Face pattern. (b) Head-shoulder contour.
(c) Skin color blobs (for face and hand). (d) Face-body tracker. (e) Foot
candidates.

shoulders, and limbs. Examples of component detection are
shown in Figs. 3 and 4. The results are used in Stage 2 as
observation-driven inference within the belief network. In
this section, we describe the various detection modules; the
integration with belief network is discussed in Section 4.

Skin color features provide important cues about the
positions of the face, arms, and sometimes the legs. Skin
blobs are detected in four substages:

1. The image is divided into regions using a color-
based image segmentation.

2. For each segmented region, the probability of skin is
evaluated using a histogram-based skin color model.

3. Ellipses are fitted to the boundary of these regions to
form skin ellipse candidates.

4. Adjacent regions with high skin probabilities are
merged to form larger regions and extract larger
ellipses (see Fig. 4c).

The extracted skin ellipses are used for inferring the
positions of the head and limbs. More details are found
in [18].

(©

Fig. 4. Parts detection. (a) Face-body tracker. (b) Head-shoulder
contour. (c) Skin color blobs (for face and hand).
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Fig. 5. Head is detected using multiple cues including pattern detection
by AdaBoost, color ellipse, foreground, and shape. See text for
explanation.

Our head detector uses multiple cues to generate
weighted candidates of the head position. Fig. 5 illustrates
the detection process. Candidates for head are first detected
by one of two methods: 1) a cascade classifier for face
detection proposed by Viola and Jones [42] and implemen-
ted in the OpenCV library and 2) detection of blobs with
skin and hair color. The skin and hair blobs are detected by
histogram-based classifiers trained using training data. This
set of candidates is then pruned using the extracted
foreground. For the remaining candidates, we search for
the contour of the head and shoulder using a shape model
[18] and use the result to further reweigh the candidates. A
candidate’s weight, W, is given by

Wrace - K Wshape  Wroreground  Wpetector; 1

where K is a normalization constant. The shape-based
weight is given by

2 _ 2 .

Wshape - EXP €ghape™ shape 2
where eghape is the error of contour matching. The fore-
ground-based weight is given by

R2 -2 . 3

WE oreground -+ €XP Bg~ Fg '

where Rgy is the ratio of face region pixels that are classified
as background. The detector-based weight, Wpetector, de-
pends on the type of detector that generates the candidate
and is given by

for AdaBoost candidates;
for skin-ellipse candidates;

4

PTP ;AdaBoost

Wpetector -
Pskin  PTp;skin

where P1p.adagoost aNd P1p.skin are the true positive rates of
the two detectors and Psin is the probability of skin color
of the face region computed by a histogram-based skin-
color model.

The observation model parameters ghape, %g, P1p;AdaBoost.
and Prp.skin Were learned from training images. By using
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multiple cues, the detector has a high detection rate and an
acceptable false alarm rate for subsequent processing.

The torso, being the root node of the body kinematic tree,
is important, and good initial estimates of the torso improve
the efficiency of the Markov chain search.

We use the method described in [36] that performs a
reliable face and torso tracking of the body. In this method,
the detection of the face is used to initialize the torso to be in
a region just below the head. Using a mean-shift technique
[7], a tracker is used to track the face and torso
simultaneously while utilizing the specific human face-
body structure and the consistent appearance of the torso
(see Fig. 4). This technique is used to provide evidence
about the position of the torso in the image.

In addition to skin color blobs, another type of observa-
tion useful for the detection of the limbs is based on ridges.
The centers of the ridges provide hypotheses on the medial
axis points of the limbs. We extract the medial axis points of
image regions derived from color-based segmentation.
These medial axis points provide candidates of the knees,
as well as the feet. For the feet, additional candidates can be
found as points of maximum convexity along the bound-
aries of the foreground [19]. In some cases, the extracted
medial axis points might be inaccurate due to occlusion; this
is not critical as these points are used for bottom-up
hypotheses only.

4 INFERENCE OF 2D JOINT POSITIONS

The second stage aims to make efficient inference of 2D
image position of body joints using results from various
body component detections, as well as the dependency
between the various joints. We use a graphical model to
represent the human body. For a single frame, this
graphical model is a tree, where each node corresponds to
the image position of a body joint, and each edge represents
the pairwise dependency between the adjacent joints, as
shown in Fig. 6a. We let the state of the ith body joint be
denoted by r; ... uj;v; .

4.1 Observation Function

For each node, there is a corresponding observation
function, denoted by ; r; i Uj;Vi . These functions are
generated from various detection modules applied to the
current frame. The observations include the outputs of
human blob ellipse detector, face, torso, head-shoulder
contour matching, and skin blob extraction (Fig. 4), as
described earlier. Our proposed framework can be used
with other detection modules proposed in the literature, for
example, in [25], [27], [30], [33], and [46]. In general, these
observations may contain localization noise, outliers,
missed detections, and data association ambiguities in the
presence of multiple persons.

4.2 Potential Function

For each pair of adjacent nodes connected by an edge i;j ,
there is a potential function denoted by that
encodes the joint distribution of neighboring states. This
potential function is shift invariant and can be simplified as
a 2D function: j; ri;rj ij Ui Ujvio vj. We use an

i s fj
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