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Abstract�We present an approach to identify noncooperative
individuals at a distance from a sequence of images, using 3-D
face models. Most biometric features (such as �ngerprints, hand
shape, iris, or retinal scans) require cooperative subjects in close
proximity to the biometric system. We process images acquired
with an ultrahigh-resolution video camera, infer the location of
the subjects� head, use this information to crop the region of
interest, build a 3-D face model, and use this 3-D model to per-
form biometric identi�cation. To build the 3-D model, we use
an image sequence, as natural head and body motion provides
enough viewpoint variation to perform stereomotion for 3-D face
reconstruction. We have conducted experiments on a 2-D and
3-D databases collected in our laboratory. First, we found that
metric 3-D face models can be used for recognition by using
simple scaling method even though there is no exact scale in the
3-D reconstruction. Second, experiments using a commercial 3-D
matching engine suggest the feasibility of the proposed approach
for recognition against 3-D galleries at a distance (3, 6, and 9 m).
Moreover, we show initial 3-D face modeling results on various
factors including head motion, outdoor lighting conditions, and
glasses. The evaluation results suggest that video data alone, at
a distance of 3 to 9 meters, can provide a 3-D face shape that
supports successful face recognition. The performance of 3-D�3-D
recognition with the currently generated models does not quite
match that of 2-D�2-D. We attribute this to the quality of the
inferred models, and this suggests a clear path for future research.

Index Terms�Biometrics, face recognition, 3-D face modeling.

I. INTRODUCTION

THE FIELD of biometrics has seen rapid growth in the last
few years, both in advances in scienti�c knowledge and in

commercial applications. A number of biometric technologies
have been developed, and better understanding of their relative
strengths and weaknesses has been obtained [1]. It is desired
that biometric features used to identify people have the follow-
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ing characteristics: They should be universal (each individual
should have them), unique (they allow discrimination among
a large number of individuals), and have high permanence
(they do not change with time, age, emotional state, etc.). It is
dif�cult, if not impossible, to capture all of these characteristics.
Finally, they should be accessible, i.e., it should also be easy to
collect the data to utilize these biometric features. Many of the
features that are highly distinctive and have permanence (such
as �ngerprints, iris, or retinal scans) require a cooperative sub-
ject in close proximity to the biometric system. Such features
become unusable when we must deal with a noncooperative
individual whom we wish to observe unobtrusively and at a
distance, as required for many security applications.

Facial features can be measured at a distance, and without
cooperation or even notice, from the observed individuals. In
a previous work [2], a study of human identi�cation in �low
quality� video sequences (such as from commercially available
video surveillance systems) showed that faces play a much
more important role in identi�cation than do body or gait.

Unfortunately, even the best 2-D face recognition systems
today are neither reliable nor accurate enough for arbitrary
lighting and pose in unconstrained environments. Many au-
tomatic face recognition systems have been developed in the
past, and several companies such as Viisage [3], who recently
acquired ZN, Imagis [4], and Identix [5], market commercial
products. Extensive independent tests have been conducted, and
the results made available [6], [7]. The tests of the algorithms
show that face recognition methods using images are sensitive
to environment parameters, such as the illumination conditions
and the pose of the subject. Even under fully favorable con-
ditions (controlled illumination, good image quality, suf�cient
resolution, frontal images, and neutral expression), the best
algorithms produce at most 6% equal error rate, and thus, the
performance is unlikely to be suf�cient for most applications.
Furthermore, the �eld tests of the systems in realistic and
operational conditions show a drastically reduced performance,
making even the best systems �unacceptable for automated ac-
cess control� [9]. Face recognition literature is vastly dominated
by methods using image intensity only. The extensive tests
of the algorithms show that face recognition methods using
images are sensitive to environment parameters, such as the
illumination conditions and the pose of the subject [6]�[8].

Three-dimensional face recognition [10]�[13] is receiving
substantial attention because it is commonly thought that the
use of 3-D shape matching might overcome the fundamental
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Fig. 1. Virtual surveillance zone.

limitations of 2-D recognition. The main advantages of using
3-D for recognition are pose and lighting variation compen-
sation. Pose variations can be resolved by alignment in 3-D,
and lighting variations do not affect 3-D models. It appears that
recognition using 3-D, particularly combined with 2-D, holds
signi�cant promise, and it could reach an accuracy comparable
to other biometric features such as �ngerprints and iris.

The majority of 3-D face recognition research and commer-
cial 3-D face recognition systems use range sensors. Stereo
camera, laser scanner, and structured light are the typical range
sensors that give the Euclidean 3-D shape information from a
face. Bowyer et al. [14] point out the desirable properties for
an ideal 3-D sensor for face recognition applications based on
image acquisition time, depth of �eld, robust operation under
lighting conditions, eye safety issues, and space/depth resolu-
tion, and none of currently available 3-D sensors meet these
requirements. For example, a structure-light system projects
pattern(s) into the scene and detects the patterns in images ac-
quired by the camera in order to compute the 3-D shape. Since
the dynamic range depends on the power of the illumination, it
seems that 3-D face recognition using active 3-D range sensors
is appropriate only at a close distance.

We propose, instead, to perform 3-D face recognition using
a 3-D face model generated from a sequence of images at a
distance. To build the 3-D model, we use an image sequence,
as natural head and body motion provides enough viewpoint
variation to perform stereomotion for 3-D face reconstruction.
We also use the images in the sequence to perform traditional
2-D image-based face recognition.

The main contributions of this approach are summarized
as follows. First, we propose a prototype system that locates,
tracks, and identi�es people going through a prede�ned zone,
indoors or outdoors. This zone is graphically shown in Fig. 1.

Second, we infer of a 3-D face model from the natural head
motion in a sequence of images. The inference of a dense 3-D
surface model of a human head from a monocular video se-
quence is a very dif�cult computer vision problem for which
no textbook solution currently applies. A recent survey [15]
describes the state of the art of using 3-D models, and we
discuss previous work on Section IV-A. We propose a three-step
approach that consists of key-frame detection, camera motion

estimation by a head tracker, and multiple view dense stereo
matching.

Third, we present a performance evaluation of 3-D face
recognition at a distance using 3-D face models. Only some
qualitative results were shown in previous work, and the per-
formance of the approach was not fully investigated [16], [17].
We examine the performance variations with various factors,
including capture distances and head motions. Moreover, we
show initial results on various factors, including outdoor light-
ing conditions and glasses. The evaluation results indicate that
3-D face model from video can reliably provide the identity of
a person at a distance. Consequently, this allows the use of true
shape information for recognition and circumvents dif�culties
associated with pose and lighting. We also present the results of
2-D face recognition using the same sequences as input.

II. OVERVIEW OF OUR SYSTEM

The overall architecture of the system is shown in Fig. 2. A
single �xed ultrahigh-resolution camera can be used to detect
a person and locate his/her face. In practice, it is also possible
to use a two-camera system consisting of an inexpensive large
�eld of view video camera (i.e., a webcam) and a narrow
focus high-resolution camera. To �nd faces, we detect and track
people in the video sequence. Face location is then a simple
corollary to the person detection module. After �nding the face,
the region of interest (ROI) is extracted from the image. We
generate a 3-D dense face model from a sequence of facial
images [18], which is acquired from a subject moving through
the camera �eld of view, as natural head and body motion
provides enough viewpoint variation to perform stereomotion
for 3-D face reconstruction. Computing the pose of the face
with respect to the camera in each frame is a typical structure
from motion problem. We can then perform multibaseline
extended stereo to generate a dense model. The reconstructed
3-D face models can be matched with either a 3-D or 2-D
gallery. In the 3-D case, a 3-D probe face is matched against
a 3-D database. In the 2-D case, the collection of 2-D facial
images is matched against a 2-D database. In the future, we
intend to fuse these 2-D and 3-D approaches to achieve higher
recognition performance.

III. FACE LOCALIZATION BY DETECTING
AND TRACKING PEOPLE

To obtain a set of facial images including various viewpoints,
we propose to locate a human head by �nding the entire body
of a person. In many real cases, locating human faces directly
from the given image may not be possible due to several
reasons, such as occlusion, pose variations, or a relatively small
size of the face region compared to the whole image. For
these situations, we can still correctly locate heads by �nding
the human body �rst [19]. Hence, we can track and gather
several face images of a person while the person shows various
behaviors, which we often observe in a natural environment
(e.g., cover the face by hands, turn around, and gaze at other
person or place).
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Fig. 2. Overview of the proposed approach.

A. Detection and Tracking of Humans

With a static camera, moving pixels can be detected by
background subtraction [20], which provides important cues
for the existence of moving humans. In simple situations, each
moving blob corresponds to a moving object [21]. However,
motion blob segmentation by background modeling is simple
and effective when the camera is stationary and changes in
illumination are gradual, but for many applications, the camera
may be in motion and sudden illumination changes occur. In
such cases, motion blob segmentation becomes challenging;
direct detection of humans may actually help solve the motion
segmentation problems. Moreover, there are static humans in
videos, and the problem of �nding humans in single images has
its own applications. We use a model-based detection module,
which employs Edgelet features [22] for detecting full body of
pedestrians.

We perform human tracking based on the results of human
detection. The human hypotheses are tracked in the subsequent
frames using an elliptic shape mask and an appearance map to
deal with dif�cult crowd conditions [22]. An object is tracked
by data association if its corresponding detection response can
be found; otherwise, it is tracked by a mean shift tracker [23].
Fig. 3 shows the examples of people detection and tracking
results.

B. Camera Control and Face Capture

The previous module allows us to identify, in the image
obtained by the wide-angle camera, the region corresponding to
a human face. To infer the 3-D facial characteristics of detected
individuals, a suf�cient number of pixels must be acquired
from the face. We have found that 100 pixels between outer

Fig. 3. People detection and tracking examples.

eye corners of a face are necessary for 3-D modeling and
recognition.

One strategy would be to steer a low resolution camera to
zoom onto this ROI. This, however, has a number of drawbacks.
First, the camera needs to have pan-tilt-zoom (PTZ) capabili-
ties. As the camera is now moving relative to its environment,
camera calibration with respect to the world becomes a dif�cult
problem. Furthermore, as the camera focuses on this small
region, it loses its capability to monitor the scene for other
people and events.

Another idea is to use two cameras: one �xed wide-angle
view used to detect people and a second camera connected
to a physical PTZ unit that is directed to acquire a high-
resolution image of the desired subject. This results in an error
prone control problem due to latencies and inaccuracies in the
physical PTZ unit.
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Fig. 4. Overview of the approach for extracting a 3-D face model from a video sequence.

We propose, instead, to use a two-�xed-camera system,
which consists of a high-resolution camera (e.g., Redlake
ES11000, 4008 × 2672 [24]) and a web camera (640 × 480).
While we detect and track the full body of a person with
the web camera, we capture the facial images including a
suf�cient number of pixels to construct a 3-D model with
the high-resolution camera. The actual size of the surveillance
zone depends on the depth of focus and the �eld of view of
the high-resolution camera because the camera is �xed. The
face localization in the ROI of the high-resolution image is
performed by the OpenCV face detector [25]. In the future, as
available resolution keeps on increasing, it might be possible to
use a single ultrahigh-resolution camera performing both wide-
and narrow-angle tasks. Note that this also requires the ability
to control the frame rate and resolution on the �y.

IV. THREE-DIMENSIONAL FACE MODELING
FROM AN IMAGE SEQUENCE

A key contribution of the proposed approach is the inference
of a 3-D face model from a sequence of facial images. We
propose a three-step approach that is shown in Fig. 4. The �rst
critical step is head tracking, which provides the initial pose of
a face with respect to the camera. Second, we use a state-of-the-
art real-time face tracker [26] to provide a good initial estimate
of head pose, using a generic sparsely sampled 3-D model of
the face. These estimates are suf�cient to extract a sparse set
of feature point matches across the image sequence; however,
they are still not accurate enough for faithful reconstruction of
the face. The sparse feature matches are used to optimize the
original pose estimates. After recovering accurate poses and a
rough estimate of the 3-D face structure, a subset of the video
frames is selected for reconstruction. Dense feature matching
is performed across recti�ed image pairs, and disparity and
depth maps are computed. The 3-D point clouds are merged
and triangulated to produce the �nal dense 3-D face model.

A. Previous Work

The inference of a dense 3-D surface model of a human
head from a monocular video sequence is a very dif�cult
problem. Most proposed approaches to solve this problem start
from a generic model, which is then deformed to �t the data.

In [27], the authors create a 3-D head model from only a frontal
view, and a pro�le view by adjusting a generic model. Tang
and Huang [28] create a 3-D face model by the location of
32 feature points on the face in multiple images and relate
them to the nodes in a generic face model. This method builds
a reasonable 3-D model but is not dense enough to represent
the face shape accurately. In a previous work, Fua [29] uses a
model-driven bundle adjustment method to get the head model
from a raw video sequence. It takes advantage of stereo data,
silhouette edges, and 2-D feature points. It has shown good
results, but it is not clear whether the silhouette edges and 2-D
feature points help. Combining the three into a uniform repre-
sentation is not a trivial problem. Lengagne et al. [30] derive a
3-D face model from stereo and differential constraints. These
constraints are helpful in recovering the surface, particularly
in the areas where stereo methods tend to fail. Li et al. [31]
have proposed a sparse 3-D point distribution model created
from 2-D images in different views in order to map a simpli�ed
3-D mesh model of the face on the captured 2-D images.
The obtained mesh is very sparse and not appropriate for
3-D facial feature characterization. In [32], the authors propose
a model-based bundle adjustment algorithm that takes a set of
image tracks as input, without a prior 2-D to 3-D association.
The use of a generic face model allows the reduction of the
complexity of the bundle adjustment algorithm but restricts the
use of the obtained 3-D surface for identi�cation purposes.
The 3-D features of the face are mapped onto the generic model
and consequently ignore the very speci�c features that allow
the identi�cation of a person from his/her 3-D characteristics.
Also worth noting is the approach taken by Romdhani et al.
[33], which generates a 3-D model from a single image. While
the results are visually pleasing, the metric accuracy needs to
be established, particularly given the orthographic projection
model used. Moreover, this method requires a critical manual
step to initialize the process.

B. Key-Frame Detection and Initialization

A noncooperative subject may not necessarily look frontally
into the camera. However, a carefully designed surveillance
zone can provide a set of images, which includes a frontal face.
Hence, we assume that there exists at least one near-frontal face
in the sequence of facial images. Since facial feature points are
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Fig. 5. Con�guration of facial feature points. (Points 1�4) Left eye.
(5�8) Left eyebrow. (9�12) Right eye. (14�16) Right eyebrow. (17�30) Mouth.
(31�35) Nose. (36�42) Jaw line.

Fig. 6. Detected facial feature points, which lie along the contour of the eyes,
eyebrows, nose, mouth, and the jaw line.

a strong cue to estimate facial pose, we employ a facial feature
extraction algorithm [34] and set the frontal face frame as a
key frame.

1) Feature Point Extraction: Given the location of a face
in an image, our face alignment algorithm extracts 42 feature
points corresponding to the different components of the face
[34], as shown in Figs. 5 and 6. The algorithm consists of three
main modules�the shape model, the texture model, and the
shape parameter optimization module.

The shape model is the initial step in the alignment tech-
nique, which is based on the active shape model technique [35].
Principal component analysis is applied on a labeled feature set
of images to get the mean shape that constrains the different
parameters of each of the feature points. In the texture model,
an AdaBoost classi�er is implemented, which uses simple 2-D
Haar-like features to calculate the integral image [36], used for
every feature point in a local search area to distinguish between
the feature and nonfeature points. This technique gives us a
con�dence value for every point in a local search area, and the
point with the maximum con�dence value is chosen as the best
match for the feature point. The output of the texture model

Fig. 7. (Top) Average error for each feature point. (Bottom) Average error for
all images.

is followed by another stage, where parameter optimizations
are done in order to constrain the positions obtained by the
aforementioned technique to a global shape model that was
determined in the shape model.

The experiments have been conducted on a moderately sized
data set that consists of 400 images with different orientations
of the head. The size of the face in the images in the training
data set is roughly 200 pixels. We use 300 images for training,
which consists of different orientations of the face of three
people, and the remaining 100 images for testing. To gener-
ate ground truth data, 42 facial feature points are manually
extracted in each image. The accuracy of the algorithm is
measured as the distance between the alignment result and the
ground truth. The average errors of each of the 42 feature points
are shown in Fig. 7 (top). Moreover, the error for every image
is shown in Fig. 7 (bottom). The points that lie along contour of
the face show higher error. There are three sequences of images
combined here, and the error is the difference in the pixel values
between the ground truth and the alignment result.

2) Key-Frame Detection by Frontal Pose Estimation: The
output of the face feature extraction algorithm, along with the
position of the facial feature points, also gives us 3-D pose
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