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Abstract—We propose a framework for tracking multiple targets, where the input is a set of candidate regions in each frame, as
obtained from a state-of-the-art background segmentation module, and the goal is to recover trajectories of targets over time. Due to
occlusions by targets and static objects, as also by noisy segmentation and false alarms, one foreground region may not correspond to
one target faithfully. Therefore, the one-to-one assumption used in most data association algorithms is not always satisfied. Our
method overcomes the one-to-one assumption by formulating the visual tracking problem in terms of finding the best spatial and
temporal association of observations, which maximizes the consistency of both motion and appearance of trajectories. To avoid
enumerating all possible solutions, we take a Data-Driven Markov Chain Monte Carlo (DD-MCMC) approach to sample the solution
space efficiently. The sampling is driven by an informed proposal scheme controlled by a joint probability model combining motion and
appearance. Comparative experiments with quantitative evaluations are provided.

Index Terms—Multiple-target tracking, data association, MCMC, visual surveillance.
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1 INTRODUCTION

THE ability to simultaneously track multiple targets is a
critical component of any video surveillance system as it

provides the description of spatiotemporal relationships
among moving objects in the scene. Unlike single-target
tracking, where the main focus is modeling the appearance
of the target or estimating the kinematics state, the core issue
in tracking multiple targets is to recover the data association
between multiple targets and multiple observations.

Environments of interest usually contain an unknown
number of targets (of various types), and multiple observa-
tions of targets are reported. Various types of observations
are adopted as input for tracking under different situations.
Foreground regions using motion segmentation techniques
are used as the input of our tracking algorithm.

Many data association algorithms have been proposed in
recent decades [10], [13], [14], [15], [16], [17]. Most existing
algorithms impose a one-to-one mapping between targets
and observations. This assumes that at a given time instant,
one observation can be associated with at most one target
and vice versa: One target corresponds to at most one
observation. This assumption is reasonable when the
considered observations are point based. However, in the
visual tracking problem, the observations correspond to
blobs, or regions, which cannot be faithfully modeled by a
single point. Moreover, erroneous detections due to

occlusion and spurious segmentation provide a set of
observations where a single moving object is often detected
as multiple moving regions or multiple moving regions are
merged into a single blob. Therefore, the one-to-one
association is often violated in real environments. Here,
we propose a general framework which makes use of
spatiotemporal consistency in both motion and appearance
and does not require the one-to-one mapping between
observations and targets. Although our framework can
accommodate additional information, such as generic
model information (which is discussed in future work), in
this paper, we use consistency of motion and appearance as
the only constraints.

Instead of inferring the association and targets’ states
according to current observations, our method uses a batch
of observations. A track is regarded as a path, in space-time,
traveled by a target. We aim to recover the tracks of an
unknown number of targets using the consistency in motion
and appearance of tracks. Due to the high computational
complexity of such an association scheme, a Data-Driven
Markov Chain Monte Carlo (DD-MCMC) [18] method is
proposed to sample the solution space. Both spatial and
temporal association samples are incorporated into the
Markov chain transitions. One key contribution of the paper
is the explicit use of spatiotemporal smoothness in motion
and appearance to overcome the one-to-one assumption
used in most of data association algorithms by using a
spatiotemporal MCMC.

The paper is organized as follows: The related work is
discussed in Section 2. We formulate the multiple-target
tracking problem and present our spatiotemporal MCMC
data association algorithm in Sections 3 and 4, respec-
tively. We discuss how to determine the parameters used
in our probabilistic model by Linear Programming and
provides comparative results on both simulated and real
data sets in Section 5, followed by conclusions and
discussion in Section 6.
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2 RELATED WORK

Object tracking is a fundamental issue for video analysis
and surveillance systems. There exist many ways to
categorize tracking problems. In terms of the number of
objects of interest, tracking can be categorized into two
types. One is single-object tracking, which focuses on
estimating the state (position, dimension, and velocity,
etc.) of the object according to an appearance or motion cues
(readers can refer to the survey [6] by Yilmaz et al. for an
extensive overview). The other type, which our method
addresses, is multiple-target tracking. For multiple-target
tracking, since there simultaneously exist multiple targets
and multiple observations of targets in each frame, data
association becomes a first-line problem in multiple-target
tracking. The purpose of data association is to recover the
correct correspondence between observations and targets.
Indeed, data association and state estimation are two
interrelated problems. Once data association is established,
filtering techniques can be applied to estimate the state of
targets. The way to evaluate a possible data association is to
see whether the estimated states of targets form consistent
trajectories in terms of both motion and appearance.

The existing multiple-target tracking methods can be
categorized into two types: single scan and multiple scan (or
n-scan) [19]. For single-scan algorithms, the data association
decision is sequentially made in a deterministic (e.g.,
nearest neighbor) or probabilistic (e.g., probabilistic data
association) way at each time step. In contrast to single scan,
n-scan methods defer the data association decision when
n frames observations are collected and thus are also called
deferred logic methods. Although single-scan methods are
computationally more efficient than n-scan methods, the
solution of single scan is obviously suboptimal, compared
to multiple-scan methods. The batch processing of the
observations from many frames together requires intensive
computation power for a problem of a nontrivial size.

A formulation of the combinatorial optimization is often
adopted in solving multiple-target tracking problem. The
task to label each observation with either a track ID or a
false alarm is related with a set packing problem, which is
essentially an NP problem [11]. No matter how the
formulation is transformed, such as a 0-1 integer program-
ming problem [11] and a multidimensional assignment
problem [19], in practice, the whole solution space has to be
reduced to a feasible one by the use of heuristics. Among
the large body of work in multiple-target tracking, the
multiple hypothesis tracker (MHT) [3] and joint probabil-
istic data association filter (JPDAF) [20] are two classical
methods. MHT is a statistical framework to evaluate the
likelihood of each hypothesis, which represents a set of
assignments of observations and targets. To find the best
hypothesis over time, in practice, k-best hypotheses are
maintained at each time, which can be solved in polynomial
time [13]. The essential difference between JPDAF and
MHT is that instead of finding the best hypothesis, JPDAF
computes the expectation of the state of targets over all
hypotheses (joint association events). Also, any practical
implementation of MHT and JPDAF requires pruning the
set of all hypotheses to a smaller set and thus leads to a
suboptimal solution. Both of these data association methods

assume the one-to-one mapping between observations and
targets.

Instead of explicitly reducing the size of the hypothesis
set, sampling-based techniques have recently been pro-
posed to solve the combinatorial optimization problem.
Many of them adopt sequential inference to avoid expo-
nential explosion of the size of the solution space. An
MCMC-based variant of the auxiliary variable particle filter
is proposed to approximately infer the position of the
targets [12]. It is worth noting that the data association in
this paper considers split and merged measurements, and
the MCMC sampling simulates the probability of a data
association. However, this paper assumes a known number
of targets, and data association is determined in a sequential
way. In [21], transdimensional MCMC is used to sample the
probability of the data association with a varying number of
targets. This sequential tracking method uses pairwise
Markov random field (MRF) based prior to penalize the
overlap between targets at the same time. In [9], an
articulated human foreground model is adopted and
multiple people are detected and tracked in crowded scenes
using a MCMC-based method to estimate the state and the
number of targets sequentially. In [7], an ad hoc Markov
network is used to model the interaction between multiple
targets at each time and a mean field Monte Carlo algorithm
is applied to approximately estimate the posterior density
of each target. In [22], a multiview approach uses particle
filter-based method to segment and track people against
clutter. In order to reduce the ambiguity in data association,
many of these sequential methods employ model informa-
tion to identify a specific type of target against background,
such as [7], [9], [12], [17].

Among many sampling-based methods, Oh et al.
originally propose using MCMC to directly sample data
association in an n-scan setting [15] and this method is a
general framework, which is capable of initiating and
terminating a varying number of tracks and is able to
incorporate any domain knowledge. This method is appro-
priate for point-based observations, but cannot be applied
for region-based observations. Compared with this method,
our approach overcomes the one-to-one assumption by
introducing the spatiotemporal data association. Also, we
encode both motion and appearance information in the
posterior distribution, which allows the method to deal
with region-based observations in vision applications.
Moreover, since the success of the MAP formulation relies
on the definition of a posterior distribution, we avoid
determining the posterior empirically and instead introduce
a practical method to estimate the parameters in the
posterior offline.

3 MULTIPLE-TARGET TRACKING

3.1 Anatomy of the Problem
Suppose there are K unknown targets in the scene within
the time interval ‰1; T �. The input for the tracking algorithm
is a set of regions after foreground segmentation. Let yt
denote the set of foreground regions at time t and Y …
[T

t…1yt be the set of all available foreground regions within
‰1; T �. In the simplest case, a single target is perfectly
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segmented from the background, and tracking is straight-
forward. When there are multiple targets in the scene and
they never overlap, nor get fragmented, the one-to-one
mapping, which is assumed by many tracking algorithms,
holds: Any track �k contains at most one observation at one
time instant, i.e., �k \ ytj j � 1; 8k 2 ‰1; K�, and no observa-
tion belongs to more than one track: �i \ �j … ; i 6… j,
8i; j 2 ‰1; K�. If the one-to-one mapping holds, tracking
can be done by associating the foreground regions directly.

However, in the most general case, which is common in
real scenarios, one foreground region may correspond to
multiple targets (one example is shown in Fig. 1a), and one
target may correspond to multiple foreground regions. In
this case, without using any model information, it is difficult
to segment the foreground regions in a single frame.
However, if we consider this task in space-time, the
smoothness in motion and appearance of targets can be
used to solve this problem. One example is shown in Fig. 1b,
where the segmentation of the foreground regions becomes
much easier than in Fig. 1a: If we look at several
observations over time, smoothness in motion and appear-
ance of targets helps to disambiguate the targets.

There are many ways to represent foreground regions
corresponding to diverse targets. The most detailed
representation is to assign to each foreground pixel a label
(or a set of labels). The label (or labels) indicates the target
(or targets) that the pixel belongs to. We allow the case
where one pixel is assigned to multiple labels to represent
the occlusion situation, as shown in Fig. 2a. Note that areas
with a common label may not necessarily be connected.
This is different from a partition segmentation problem,
where regions must be disjoint, i.e., each pixel belongs to
one region exclusively. Although such a representation is
very accurate, labeling each pixel is expensive to imple-
ment. We adopt a more efficient alternative representation,
and use rectangles to approximately represent the shapes of
targets and the bounding rectangles form a cover of
foreground regions, as shown in Fig. 2b. The overlap
between two rectangles indicates an occluded area. Given

pixel labels, we can precisely derive a rectangle cover
representation, and conversely pixel labels can be approxi-
mated obtained from the rectangle cover representation.
The approximation is useful since it provides an efficient
explanation of foreground regions with occlusion, and
significantly reduces the complexity of the problem.

In such a scheme, the center and the size of a rectangle
are used as the abstract representation of motion states and
the foreground area covered by a rectangle contains the
appearance of one target. Covering rectangles with labels
(track IDs) over time forms a cover of foreground regions in
a sequence of frames, and a track is a set of covering
rectangles with the same label. Formally, a cover ! with
m covering rectangles of Y is defined as follows:

! … CRi … ri; ti; lið Þf g; ri 2 �r; ti 2 ‰1; T �; li 2 1; K‰ �; ð1Þ

subject to

8i; j; i 6… j 2 1; m‰ �; ti 6… tj; li 6… lj; ð2Þ

where CRi is one covering rectangle, ri and ti represent the
state (center position and size) and the timestamp for one
rectangle, li indicates the label assigned to the rectangle ri,
and K is the upper bound of the number of targets. �r is the
set of all possible rectangles. Although the candidate space
of possible rectangles is very large, i.e., j�rj is a large
number, it is still a finite number if we discretize the state of
a rectangle in 2D image space.

The constraint in (2) means that any two covering
rectangles cannot share the same timestamp and track
label. In other words, one track can have at most one
covering rectangle at one time instant. Thus, the number of
rectangles that one cover can contain is bounded,
m � M … KT . The way to form one cover can be regarded
as: First, select m rectangles from space �r and then fill
them into KT sites. One site corresponds to one unique pair
of time mark and track label, i.e., < ti; li > . No two
rectangles can fill the same site. Let �kðtÞ denote the
covering rectangle in track k at time t. If we consider �kðtÞ
a virtual measurement, the data association between virtual
measurements still complies to the one-to-one mapping,
namely, there is at most one virtual measurement for one
track at one time instant. The virtual measurement derives
from foreground regions: A virtual measurement can
correspond to (i.e., cover) more than one foreground region
or a part of a foreground region. The relationship between
virtual measurements and real observations from fore-
ground regions reveals the spatial data association between
foreground regions. A similar concept of virtual measure-
ment is also introduced in [23] for establishing correspon-
dence in the Structure from Motion (SfM) problem. By
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Fig. 1. Segmentation of foreground regions in space-time by the use of
motion and appearance smoothness. (a) Foreground region in one
frame and (b) motion and appearance of two targets.

Fig. 2. Two ways to represent foreground regions. (a) Pixel-level labeling
foreground regions and (b) rectangle cover of foreground regions.
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introducing the concept of virtual measurement, we
differentiate a spatial data association from a temporal data
association. The optimal joint spatiotemporal data associa-
tion leads to the final solution for such a multiple-target
tracking problem.

Let �m
M denote the space of all possible combinations of

m locations from M sites, the whole solution space (! 2 �)
can be represented as

� …
[M

m…1
�m …

[M

m…1

h
�m

M � �r � � � � � �r|���������{z���������}
m

i
: ð3Þ

The structure of the solution space is typical for vision
problems. As in [18], the solution of the segmentation
problem is formulated in a similar way, where the entire
solution space is a union of m-partition spaces (m is the
number of regions).

In the case of a single target with perfect foreground
segmentation, the set of minimum bounding rectangles
(MBRs) for each foreground region at different times forms
the best cover of the target. However, when interocclusion
between multiple targets and noisy foreground segmenta-
tion exists, it is not trivial to find the optimal cover. Fig. 3
shows a case with observations in five frames and illustrates
the cases of split observations (in frame 2) and merged
observations (in frame 3).

Let �k denote one track in !. A cover with K tracks can
also be written as follows:

! … f�1; . . . ; �Kg: ð4Þ

Fig. 3 shows one possible cover ! … ð�1; �2Þ with two tracks
in different colors. In the perspective of implementation, one
cover contains a set of tracks. Each track consists of a
sequence of covering rectangles, which are represented as
the dashed rectangles in Fig. 3. For example, �1 and �2
contain five rectangles, one at each time instant. As defined
in (1), besides the location and the size, each covering
rectangle has two properties, the track ID and the time label.
Temporal data association is implemented by changing the
track IDs, for example, splitting �1 into two tracks. Spatial
data association involves the operation of changing the
location and the size of one covering rectangle, for example,
a diffusion of one track at a time. Intuitively, exploring the
solution space from one cover to another cover is imple-
mented by changing properties of the covering rectangles.

The underlying constraint for tracking is that a good
explanation of the foreground regions exhibits good

consistency in motion and appearance over time. Formally,
in an Bayesian formulation, the tracking problem is to find a
cover to maximize a posterior (MAP) of a cover of
foreground regions, given the set of observations Y ,

!� … arg maxðpð!jY ÞÞ: ð5Þ

In the MAP problem defined in (5), the cover ! is
denoted by a set of hidden variables. We make inference
about ! from Y over a solution space ! 2 �

! � pð!jY Þ / pðY j!Þpð!Þ; ! 2 �: ð6Þ

The likelihood pðY j!Þ represents how well the cover !
explains the foreground regions Y in terms of the spatial-
temporal smoothness in both motion and appearance. The
prior model regulates the cover to avoid overfitting the
smoothness. In the following sections, we discuss the prior
and likelihood models used in our method.

3.2 Prior Probability
To find a cover with reasonable properties, we first define a
prior model which considers the following criterion: We
prefer a small number of long tracks with little overlap with
other tracks. Accordingly, we adopt the prior probability of
a cover ! as the product of the following terms:

pð!Þ … pðNÞpðLÞpðOÞ: ð7Þ

1. Number of tracks: Let K denote the number of tracks.
We adopt an exponential model pðNÞ to penalize the
number of tracks

pðNÞ …
1
z0

expð��0KÞ: ð8Þ

2. Length of each track: We adopt an exponential model
pðLÞ of the length of each track. Let �kj j denote the
length, i.e., the number of elements (rectangles) in �k,

pðLÞ …
YK

k…1

1
z1

expð�1 �kj jÞ: ð9Þ

3. Spatial overlap between different tracks: We adopt an
exponential model in (10) to penalize overlap
between different tracks, where �ðtÞ denotes the
average overlap ratio of different tracks at time t,

pðOÞ …
YT

t…1

1
z3

expð��2�ðtÞÞ;

�ðtÞ …

P
�iðtÞ\�jðtÞ6…;

�iðtÞ\�jðtÞ
�iðtÞ[�jðtÞ

���
���

�iðtÞ \ �jðtÞ 6… ;
�� �� :

ð10Þ

In the solution space of (3), the prior model is applied to
prevent the adoption of a more complex model than
necessary. For example, a short track usually has better
smoothness than a long track. Merely considering the
smoothness defined by the likelihood will segment a long
track into short tracks. In an extreme condition, each track
contains a single observation and has the best smoothness.
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Fig. 3. One possible cover of the observations, which includes two
tracks ð�1; �2Þ. The dashed rectangles represent the covering rectangles
of foreground regions. The uncovered regions correspond to false
alarms.

Authorized licensed use limited to: University of Southern California. Downloaded on November 2, 2009 at 16:25 from IEEE Xplore.  Restrictions apply. 



The prior penalizes such an extreme condition by all three
terms: the number of tracks, length of each track, and
overlap among different tracks. We consider another
extreme condition: a cover !1 that contains two perfect
tracks, �1 and �2, that completely overlap with each other;
another cover !2 with one track �1. Without the prior, the
decision cannot be made since the number of targets is
unknown and !1 and !2 have the same smoothness. The
parameters in the prior model are hard to determine
empirically. We will show how to determine the parameters
appropriately for specific data sets.

3.3 Joint Likelihood pðY j!Þ
We assume that the characteristics of motion and appear-
ance of targets are independent; therefore, the likelihood
can be written as

pðY j!Þ … fF ð!Þ
YK

k…1
fð�kÞ; ð11Þ

where fF ð!Þ represents the likelihood of the uncovered
foreground area by ! and fð�kÞ is the likelihood for each
track. The area not covered by any rectangle indicates the
false alarm in observations. We prefer to cover foreground
regions as much as possible unless the spatiotemporal
smoothness prevents us from doing so. We adopt an
exponential model of uncovered areas as

fF ð!Þ …
1
z3

expð��3F Þ; ð12Þ

where F is the foreground area (in pixels) which is not
covered by any track. The appearance of foreground
regions covered by each track �k is supposed to be coherent
and the motion of such a rectangle sequence should be
smooth. Hence, we consider a probabilistic framework for
incorporating two parts of independent likelihoods, motion
likelihood fM and appearance likelihood fA, then

fð�kÞ … fMð�kÞfAð�kÞ: ð13Þ

We represent the elements in track �k as ð�kðt1Þ;
�kðt2Þ; . . . ; �kðt �kj jÞÞ, where ti 2 ‰1; T �, and ðtiþ1 � tiÞ 	 1.
Each �kðtiÞ can be regarded as the observation of track k
at time ti. Since missing detection may happen, it is possible
that no observation is assigned to track �k at some time
instants.

3.3.1 Motion Likelihood
For each target, we consider a linear kinematic model:

xk
tþ1 … Axk

t þ w;

yk
t … Hxk

t þ v;
ð14Þ

where xk
t is the hidden kinematic state vector, which

includes the position ðu; vÞ, size ðw; hÞ, and the first order
derivatives ð _u; _v; _w; _hÞ in 2D image coordinates. The
observation yk

t in (14) corresponds to the position and size
of �kðtÞ in 2D image coordinates. w � N ð0; QÞ; v � N ð0; RÞ
are Gaussian process noise and observation noise. To
determine the motion likelihood LM for each track,
according to (14), an observation �kðtiÞ has a Gaussian

probability density function N ð�; �; �Þ given the predicted
kinematic state ��kðtiÞ,

LM ‰�kðtiÞj��kðtiÞ� …� LM ‰�kðtiÞ� … N �kðtiÞ; H��kðtiÞ; SkðtiÞð Þ;
ð15Þ

where SkðtiÞ … H �SkðtiÞHT þ R and �SkðtiÞ is the prior
estimate of the covariance matrix at time ti. The motion
likelihood for track k can be represented as

fMð�kÞ …
Yj�kj

i…3
LM ‰�kðtiÞ�: ð16Þ

Since we consider derivatives in kinematic states, we need
two observations to initialize one track. Thus, motion
likelihood can be computed from the third observation on.
The motion likelihood in (15) can be obtained as follows:

N ‰�kðtiÞ� … 2�SkðtiÞj j�
1
2exp�1

2 ekðtiÞð ÞT SkðtiÞf g�1ekðtiÞf g;
ekðtiÞ … �kðtiÞ � H��kðtijti � 1Þ:

ð17Þ

The details of updating the prior and posterior estimates in
Kalman filters can be found in [4]. Note that, if missing
detection happens in �k at time t or, say, there is no
observation at time t for track k, the prior estimate is
assigned to the posterior estimate.

3.3.2 Appearance Likelihood
In order to model the appearance of each detected region,
we adopt the nonparametric histogram-based descriptor
[10] to represent the appearance of foreground area covered
by !. The appearance likelihood of one track is modeled as a
chain-like MRF. The likelihood between two neighbors is
defined as follows:

LAð�kðtiÞ; �kðti�1ÞÞ …� LA �kðtiÞ‰ �
… 1=z4ð Þ exp ��4Dð�kðtiÞ; �kðti�1ÞÞð Þ;

ð18Þ

where Dð�Þ represents the symmetric Kullback-Leibler
Distance (KL) between the histogram-based descriptors of
foreground covered by �kðtiÞ and �kðtiþ1Þ. The entire
appearance likelihood of �k can be factorized as

fAð�kÞ …
Yj�kj

i…2
LA �kðtiÞ‰ �: ð19Þ

Given one cover, the motion and appearance likelihood
of a target is assumed to be independent of other targets.
The joint likelihood of a cover can be factorized in (20),

pðY j!Þ … fF ð!Þ
YK

k…1
fMð�kÞfAð�kÞ

… fF ð!Þ
YK

k…1

Yj�kj

i…3
LM ‰�kðtiÞ�

Yj�kj

i…2
LA �kðtiÞ‰ �

 !

:

ð20Þ

With some manipulations, we combine the prior pð!Þ in
(7) and the likelihood pð!jY Þ in (20) to rewrite the posterior
represented in (21),
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pð!jY Þ /
expf�C0Slen � C1K � C2F � C3Solp � C4Sapp � Smotg;

Slen … �
XK

k…1
j�kj

 !

; Solp …
XT

T…1
�ðtÞ

 !

;

Sapp …
XK

k…1

Xj�kj

i…2
Dð�kðtiÞ; �kðtiþ1ÞÞ;

Smot …
XK

k…1

Xj�kj

i…3
ðlogðjSkðtiÞjÞ þ eðtiÞT SkðtiÞ�1eðtiÞÞ;

ð21Þ

where eðtiÞ … �kðtiÞ � ��kðtijti � 1Þ and C0; . . . ; C4 are positive
real constants, which are newly introduced parameters
replacing ð�i; ziÞ, i … 0; . . . ; 4. The parameters in the prior
and likelihood functions are absorbed in the free parameters
C0; . . . ; C4. Once one possible cover ! is given, the variable
Slen, K, F , Solp, Sapp, and Smot can be computed.

The global maximum (called mode in statistics) of the
posterior pð!jY Þ is our MAP solution. Equation (21) reveals
that the MAP estimation is equivalent to finding the
minimum of an energy function. Determining the para-
meters in such a posterior is as important as maximizing the
posterior. Improper parameter setting makes the optimiza-
tion process meaningless. This is an issue which is very
often ignored and thus causes critiques of Bayesian MAP
inference. In Section 5.1, we discuss how to determine the
parameters automatically by Linear Programming.

4 SPATIOTEMPORAL MCMC DATA ASSOCIATION

Directly optimizing a posterior by enumerating all possible
solutions in the solution space defined in (3) is simply not
feasible. We propose to use data-driven MCMC to estimate
the best spatiotemporal cover of foreground regions. To
ensure that detailed balance is satisfied, the Markov chain is
designed to be ergodic and aperiodic. It is also important to
design samplers that converge quickly.

Due to ergodicity of the Markov chain, there is always a
“path” from one state to another state with nonzero
probability. However, sufficient flexibility in the transition
of Markov chain significantly reduces the mixing time. In
the design of the transition of Markov chain, we manage to
give flexibility in two ways. First, we design 10 types of
transitionss. They contain some redundancy, for example,
merge (or split) can be implemented by death moves with
extension moves and switch can be implemented by split
and merge moves. Second, within a time span, the “future”
and “past” information is symmetric: We can extend a track
in both the positive and negative time direction. Thus, we
select moves uniformly at random (u.a.r.) in both temporal
directions: forward and backward. This bidirectional sam-
pling has more flexibility and reduces the total number of
samples. This differs from the temporal moves proposed in
[24], where only forward inference is used. In the following
section, we only describe sampling in the positive time
direction and the sampling in the other direction proceeds
in a symmetric way.

To make the sampling more efficient, we define the
neighborhood in spatiotemporal space. Two covering
rectangles are regarded as neighbors if their temporal
distance and spatial distance are smaller than a threshold.
The neighborhood actually forms a graph, where a covering
rectangle corresponds to a node and an edge between two
nodes indicates that two covering rectangles are neighbors.
In the rest of the paper, we use “node” and “covering
rectangle” interchangeably. A neighbor with a smaller
(larger) frame number is called a parent (child) node. The
neighborhood makes the algorithm more manageable since
candidates are considered only within the neighborhood
system. Fig. 4 illustrates the neighborhood. The joint motion
and appearance likelihood of assigning an observation y
(i.e., one foreground region) to a track �k after ti is
represented as

L yj�kðtiÞð Þ … LM yj�kðtiÞð ÞLA y; �kðtiÞð Þ: ð22Þ

In our proposal distribution, the sampler contains two types
of moves: temporal and spatial moves. One move here
means one transition of the state of the Markov chain.
Temporal moves only change the label of rectangles in the
cover. However, since detected moving regions do not
always correspond to a single target (they may represent
parts of a target or delineate multiple targets moving closely
to each other), merely using temporal moves cannot probe
the spatial cover of the foreground. Hence, we propose a set
of spatial moves to segment, aggregate or diffuse detected
regions, to infer the best cover of the foreground. The spatial
and temporal moves are interdependent: The result of a
spatial move is evaluated within temporal moves, and the
result of a temporal move guides subsequent spatial moves.

The overview of our MCMC data association algorithm
is shown in Algorithm 1. The input to the algorithm is the
set of original foregrounds Y , initial cover !0, and the total
number of samples nmc. The initial cover !0 is initialized
with a greedy criterion, namely, using the MHT algorithm
but keeping only the best hypothesis at each time. The
covering rectangles in !0 are directly obtained from MBRs
of foreground regions. Each move is sampled according to
its own prior probability. Since the temporal information is
also applied in the spatial moves, we first take � � nmc
(� … 0:15 in experiments) temporal moves and then both
types of moves are nondiscriminatorily considered. Note
that instead of keeping all samples, we only keep the cover
with the maximum posterior since we don’t need the whole
distribution but the MAP estimate.
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Fig. 4. Illustration of neighborhood and association likelihood, where
�kðt3Þ has three neighbors.
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Algorithm 1. Spatiotemporal MCMC Data Association
Input: Y ; nmc; �; !� … !0
Output: !�

for n … 1 to nmc do
if n < � � nmc then

Sample one temporal move.
else

Sample one move from all candidate moves.
end if
Propose !0 according to qð!; !0Þ
Sample U from Unif‰0; 1�
if U < Að!; !0Þ then

!n … !0,
else

!n … !,
end if
if pð!njY Þ > pð!�jY Þ then

!� … !n
end if

end for

The target distribution is the posterior distribution of !,
i.e., �ð!Þ … pð!jY Þ, which is defined on a union of varying
dimension subspaces. Thus, we adopt a transdimensional
MCMC algorithm [25], which deals with the case of
proposal and target distributions in varying dimension
spaces. One move from !m 2 �m to !m0 2 �m0 (m 6… m0) is a
jump between two different models. Reverse-Jump MCMC
[2], proposed by Green, connects these two models by
drawing “dimension matching” variables u and u0 from
proposal distributions qmðuÞ and qm0 ðu0Þ provided that
dimð!Þ þ dimðuÞ … dimð!0Þ þ dimðu0Þ, where dimð�Þ denotes
the dimension of a vector. Then ! and !0 can be generated
from some deterministic functions of ! … gð!0; u0Þ and
!0 … gð!; uÞ. The acceptance ratio is defined as follows:

�mð!; !0Þ … min 1;
�ð!0Þ
�ð!Þ

qm0 ð!j!0Þ
qmð!0j!Þ

@ð!0; u0Þ
@ð!; uÞ

����

����

� �
: ð23Þ

The temporal moves of merge, split, and switch do not
change the number of covering rectangles but change only
the label of the rectangles. All spatial moves do not change
the label of the rectangles but only change the state of
rectangles. These types of moves do not change the
dimension of the space. The temporal moves of birth,
death, extension, and reduction involve the issue of trans-
dimension dynamics. Note that both dimension increasing
and decreasing moves only change one part of the cover
and do not affect the remaining part of a cover. For a pair of
dimension increasing/decreasing move, if u is a random
variable, u � qðuÞ, the move is defined as !0 … gð!; uÞ …
‰!; u� and dimð!0Þ … dimð!Þ þ dimðuÞ, then qmð!0j!Þ … qðuÞ.
In RJ-MCMC, if u is independent of !, it is easy to show that
the Jacobian is unity [5].

In such a Markov chain transition, the computation for
each MCMC move is actually low since we only need to
compute the ratio �ð!0Þ=�ð!Þ instead of computing the
value of each posterior. Moreover, since the Markov chain
dynamics only change one part of the cover and do not
affect the remaining part of a cover, the ratio �ð!0Þ=�ð!Þ can
be computed by only considering the change from ! to !0.

For instance, for a split/merge move, we only need to
consider the likelihood change and the prior change for the
affected track.

In subsequent sections, we show how to devise the
Markov chain transition by considering specific choices for
the proposal distribution qð!0j!Þ.

4.1 Markov Chain Dynamics
Dynamics 1-7 are temporal moves, which involve changing
the label of rectangles. The operation of selecting candidate
rectangles in birth move and extension move only involves
selecting from the covering rectangles of original fore-
ground regions. Dynamics 8-10 are spatial moves, which
change the state of covering rectangles. The prior for each
move from 1 to 10 are predetermined as pð1Þ to pð10Þ.

Dynamics 1-2: Forward Birth and Death. For a forward
birth move, we pick two neighbor nodes in different frames
to form a track seed, which contains two nodes,

! … frigm
i…1

� �
! ðw; frmþ1; rmþ2gÞ … !0: ð24Þ

For the first candidate rectangle, we u.a.r. select one from
covering rectangles of original foreground regions that have
not been covered, i.e., qbðrmþ1Þ is equal to one over the
number of original bounding rectangles that are not
covered. Suppose the set of child nodes of rmþ1 that have
not been covered is childðrmþ1Þ, the probability of selecting
the second candidate is

qbðrmþ2jrmþ1Þ …
� log LA rmþ2; rmþ1ð Þ þ 1ð Þ�1

P
y2childðrmþ1Þ � log LA rmþ2; rmþ1ð Þ þ 1ð Þ�1 :

ð25Þ

When we select the second node in a track seed, we only
use appearance likelihood in (25) (since the computation of
the motion likelihood needs at least two nodes). To avoid
the probability of one candidate dominating all the other,
we use the inverse of the negative log likelihood to define
the probability.

For the reverse move, we u.a.r. select one from the
existing track seeds and remove it from the current cover,
i.e., qðseedÞ is equal to one over the number of track seeds.
By Metropolis-Hastings method, we need two proposal
probabilities qbirthð!; !0Þ and qdeathð!0; !Þ. qbirthð!; !0Þ is a
conditional probability for how likely the Markov chain
proposes to move to !0, and qdeathð!0; !Þ is the likelihood for
coming back. Then, the accept probability of a birth move is

Að!; !0Þ … min
�ð!Þqdeathð!0; !Þ
�ð!0Þqbirthð!; !0Þ

� �
; ð26Þ

where the proposal probability of a birth move is a
product of the prior of a birth move pð1Þ and the
probability of selecting two candidates rectangles, i.e.,
qbirthð!; !0Þ … pð1Þqbðrmþ1Þqbðrmþ2jrmþ1Þ. The proposal prob-
ability of a death move is a product of the prior of a death
move and the probability of selecting one seed track, i.e.,
qdeathð!0; !Þ … pð2ÞqðseedÞ.

Dynamics 3-4: Forward Extension and Reduction. For a
forward extension move, we select a track �k 2 !k according
to its length, i.e.,
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qeð�kÞ …
expð��ej�kjÞP

�k2! expð��ej�kjÞ
:

Suppose the end node of track k is at frame ti, we select one
covering rectangle of an original foreground regions rmþ1

from childð�kðtiÞÞ and add it into �k. The probability of
selecting a new node qeðrmþ1Þ can be represented as

qeðrmþ1�kðtiÞÞ

…
� log L rmþ1; j�kðtiÞð Þ þ 1ð Þ�1

P
y2childð�kðtiÞÞ\�0

� log L rmþ1; j�kðtiÞð Þ þ 1ð Þ�1 :
ð27Þ

This probability is similar to the one in (25) but considers
both motion and appearance likelihoods.

For the reverse move, we u.a.r. select a track �k that
contains more than two nodes and remove the end node
from �k. To give the capability of multiple extensions or
reductions, after one extension, we continue to extend the
same track �k with a probability �e. Similarly, after one
reduction, we continue to reduce �k with probability �r. The
proposal probability of extension is

qextensionð�Þ … pð3Þqeð�kÞð�eÞn�1ð1 � �eÞ
Yn

i…1
qeðrmþiÞ

and the proposal probability of the reverse move is
qreductionð�Þ … pð4Þqrð�kÞð�rÞn�1ð1 � �rÞ, where n indicates the
number of extension or reduction moves that actually occur.

Dynamics 5-6: Merge and Split. If a track’s (�k1 ) end
node is in the parent set of another track’s (�k2 ) start node,
this pair of tracks is a candidate for a merge move. We select
u.a.r. a pair of tracks from candidates and merge the two
tracks into a new track �k … f�k1 g [ f�k2g. The proposal
probability of a merge move is qmergeð�Þ … pð5Þqmð�k1 ; �k2 Þ.

For the reverse move, we select a track �k according to

qsð�kÞ …
expð��sj�kj�1Þ

P
j�kj	4 expð��sj�kj�1Þ

and then select a break point according to the probability
brkðiÞ:

brkðiÞ …
� log L �kðtiþ1Þj�kðtiÞð Þ

Pj�k�2j
j…0 � log L �kðtiþ1Þj�kðtiÞð Þ

: ð28Þ

brkðiÞ is designed to prefer breaking a track at the location
where the motion and appearance likelihood has a low
value. The nodes in the track which are after the break point
are moved to a new track. If the break point happens at the
first link or the last link, the split operation has the same
effect as a reduction operation. The proposal probability of
a split move is qsplitð�Þ … pð6Þqsð�kÞbrkðiÞ.

Dynamics 7: Switch. If there exist two locations p; q in
two tracks �k1 ; �k2 , such that �k1ðtpÞ is in the parent set of
�k2ðtqþ1Þ and �k2ðtqÞ is in the parent set of �k1ðtpþ1Þ as well,
this pair of nodes is a candidate for a switch move. We u.a.r.
select a candidate and define two new tracks as

� 0
k1

… f�k1ðt1Þ; . . . ; �k1 ðtpÞ; �k2 ðtqþ1Þ; . . . ; �k2ðtj�k2 jÞg;

� 0
k2

… f�k2ðt1Þ; . . . ; �k2 ðtqÞ; �k1 ðtpþ1Þ; . . . ; �k1ðtj�k1 jÞg:
ð29Þ

The reverse move of a switch is symmetric, i.e., the reverse
move of a switch is still a switch. The proposal probabilities
of a switch move and its reverse move are identical, thus
there is no need to compute the proposal probability. The
acceptance probability of a switch move is

Aswitchð!; !0Þ … min 1;
�ð!0Þ
�ð!Þ

� �
:

Dynamics 8: Diffusion. We select one covering rectangle
�kðtÞ in a track according to the probability

qdifð�kðtÞÞ …
� log L �kðtiÞj�kðti�1Þð Þ

PK
k…1
Pj�kj

i…2 � log L �kðtiÞj�kðti�1Þð Þ
:

This probability prefers selecting a covering rectangle that
has a low motion and appearance likelihood with its
preceding neighbor. The low motion and appearance like-
lihoods indicate that the covering rectangle of the track in this
frame may be erroneous. In order to update its state, we first
obtain its estimated state ��ðtÞ from the motion model, and
then update its position and size according to the appearance
model. Generate a new covering rectangle � 0

kðtÞ from the
probability Sð� 0

kðtÞj��kðtÞÞ

Sðy0
tjytÞ � N yt þ �

dE
dx x…yt

�� ; u
� �

; ð30Þ

where E … � log LA xjytð Þ is the appearance energy function,
� is a scalar to control the step size, and u is a Gaussian
white noise to avoid local minimum. In practice, we adopt
the spatioscale mean shift vector [8] to approximate the
gradient of the negative appearance likelihood in terms of
position and scale. A scale space is conceptually generated
by convolving a filter bank of spatial Difference of Gaussian
(DOG) filters with a weight image. Searching the mode in
such a 3D scale space is efficiently implemented in [8] by a
two-stage mean-shift procedure that interleaves spatial and
scale mode-seeking, rather than explicitly building a 3D
scale space and then searching. In our experiments, we only
compute the mean shift vector in scale space once, namely,
perform the spatial mean shift once followed by the scale
mean shift without iterations. The diffusion move is
illustrated in Fig. 5. The color histogram of one track is
derived in a RGB space with 16 � 16 � 16 bins. Around the
initial state ��ðtÞ, a weight image is computed using
histogram backprojection to replace each pixel with the
probability associated with that RGB value in the color
histogram. Note that the weight image is masked by the
foreground regions: the weight of a background pixel is
always zero, as shown in Fig. 5. A new proposal is
generated by drifting the initial state along the mean shift
vector and adding a Gaussian noise according to (30). The
newly generated covering rectangle takes the place of �kðtÞ.
The diffusion move may cause partial foreground regions
left over. These regions can be covered by new rectangles
generated in birth moves if they can form a consistent track.
The proposal probability of a diffusion move is qdifð�Þ …
pð8Þqdifð�kðtÞÞSð� 0

kðtÞj��kðtÞÞ. The diffusion move is also
symmetric. The acceptance ratio of a diffusion move is
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Adifð!; !0Þ … min 1;
�ð!0ÞSð�kðtÞjytÞ
�ð!ÞSð� 0

kðtÞjytÞ

� �
: ð31Þ

Both motion information and appearance information
are considered in the diffusion operation: The initial state of
computing mean shift vector is the predicted state accord-
ing to Kalman filter ��ðtÞ and the diffusion vector is
computed according to appearance information. The diffu-
sion is used for generating new hypotheses and the decision
of acceptance is still made according to the Metropolis-
Hasting algorithm, where the posterior distribution that
encodes the joint motion and appearance likelihood plays
an important role in accepting a good solution. Since we do
not have a precise segmentation of the foreground regions,
the appearance computation may not be very accurate
when occlusion happens. The motion likelihood helps in
estimating a good cover when appearance is not reliable.
This is the reason why we need the joint motion and
appearance model. The parameters C0; . . . ; C4 represent the
trade-off between different factors in the posterior and are
trained offline to adapt to a specific data set.

Dynamics 9: Segmentation. If more than one track’s
prediction ��kðtÞ have enough overlap with one covering
rectangle y at time t, as illustrated in Fig. 6a, this indicates
that one covering rectangle may correspond to multiple
tracks. Such a rectangle is regarded as a candidate for a
segmentation move. The tracks are related tracks of the
candidate y. Randomly select such a candidate y and for

each related track �k generate a new covering rectangle � 0
kðtÞ

according to the probability Sð� 0
kðtÞj��kðtÞÞ. The segmentation

move is achieved through diffusion moves (each related
track performs one diffusion). Thus, the reverse of a
segmentation move is also a segmentation move. The
acceptance ratio of one segmentation move is

Asegð!; !0Þ … min 1;
�ð!0Þ

Q
Sð�kðtÞjytÞ

�ð!Þ
Q

Sð� 0
kðtÞjytÞ

� �
: ð32Þ

Dynamics 10: Aggregation. If one track’s prediction ��kðtÞ
has enough overlap with more than one covering rectangle
at time t, as illustrated in Fig. 6b, this indicates that the
observation of this track in this frame may be fragmented
into multiple regions. This forms a candidate for an
aggregation move. Randomly select such a candidate ��kðtÞ
and for the track �k generate a new covering rectangle � 0

kðtÞ
according to the probability Sð� 0

kðtÞj��kðtÞÞ. The newly
generated covering rectangle takes the place of �kðtÞ. The
aggregation move is also symmetric and its acceptance ratio
is similar to the one in (31). Both segmentation and
aggregation moves are implemented by diffusion moves.
In other words, the segmentation and aggregation moves
are particular types of diffusion moves that address the
merged and fragmented observations, respectively.

5 EXPERIMENTS

5.1 Parameter Training
Properly selecting the parameters in (21) is necessary to
assure the Markov chain converges to the correct distribu-
tion. To determine the parameters in a principled way is not
a trivial task. First, the posterior can only be known up to a
scale because the computation of the normalization factor
over the entire ! is intractable. Second, the parameters,
which encode a lot of specific domain knowledge, such as
false alarms, overlap, etc., are highly scenario related.
Empirical knowledge cannot help in determining the
parameters in such a complex posterior, and otherwise
would make the process not repeatable. Determining a
proper setting of the parameters is a first-line problem
before any stochastic optimization, and a casual setting of
the parameters in the posterior makes all the efforts in
searching a MAP solution meaningless. The global optimal
solution, which is “optimal” to some oracle type of
posterior, may not be more meaningful than some other
inferior local maxima or even nonmaxima at all. This issue
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Fig. 5. Illustrations of a diffusion move: The RGB color histogram is quantized in 16 � 16 � 16 bins; the weight image is the backprojection from the
color histogram and is masked by foreground regions; the blue dashed rectangle indicates the prediction from the motion model, the red arrow is the
spatial scale mean shift vector, and the dashed red rectangle shows the proposal by a diffusion move.

Fig. 6. Illustrations of segmentation (a) and aggregation (b) moves,
where the color indicates the object ID, dashed boxes indicate the
estimated rectangles from the motion model, and regions with red
boundaries are original foreground regions.
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was noticed by Tu and Zhu in [18], where the authors
applied Data-Driven MCMC in solving image segmentation
(segmentation is also intrinsically ambiguous). The authors
proposed a K-Adventurer algorithm to extract K distinct
solutions from the Markov chain sampling. This method
requires storing the Markov chain for selecting K distinct
solutions. However, for the consideration of computational
cost and difference in definition of the goal, in a multiple-
target tracking problem, it is not proper to keep multiple
solutions from the whole chain.

Here, we propose an automatic solution to determine the
parameters in such a probabilistic model. Given one !, the log
posterior density function is a linear combination of the
parameters (note that the log posterior density is not a linear
function of !, otherwise direct optimization of such a
posterior can be expected). Such a linear combination in
parameter space is commonly seen in the definition of a
posterior that can be factorized into a set of independent
components. As mentioned in Section 4, we only need to
compute the ratio �ð!0Þ=�ð!Þ in the Markov chain transition
instead of computing the value of �ð!0Þ and �ð!Þ. Inspired by
this property, although we cannot know the value of �ð!0Þ
and �ð!Þ, we can establish a set of constraints �ð!Þ=�ð!0Þ 	
ðor �Þ 1 if we know whether one solution is no worse than the
other. Such constraints can be transformed into a set of linear
inequations of the parameters. After collecting enough
inequations, we can apply Linear Programming to find a
feasible solution of the parameters. Given ground truth data,
the information of whether one solution is no worse than the
other is easy to know by degrading the ground truth using
the spatial and temporal moves defined in Section 4.1.

In the experiments, the ground truth contains tracks with
correct label and locations. We obtain foreground regions as
observations. First, by fitting partial ground truth and
observations into the motion model, we determine para-
meters in the motion model, i.e., Q and R in (14). This
information is required to compute Smot in (21). Then, we
start with the best cover !� obtained from ground truth and
use the temporal and spatial moves to degrade the best
cover to !i. For each !i, we have a constraint that

�ð!�Þ=�ð!iÞ 	 1: ð33Þ

Given one cover, according to (21), the log function of the
posterior fðCj!Þ …� logðpð!jY ÞÞ is a linear function in terms
of the free parameters. Equation (33) provides one linear
inequation, i.e., fðCj!�Þ � fðCj!iÞ 	 0. After collecting
multiple constraints, we use Linear Programming to find
a solution of positive parameters with a maximum sum as

Maximize : aT C

Subjectto : AT C � b; C 	 0;
ð34Þ

where C … ‰C0; . . . ; C4�, a … ‰1; 1; 1; 1; 1�T , and each row of
AT C � b encodes one constraint from (33).

In our experiments, 5,000 constraints, which cover most
of the cases of different moves from multiple sequences in
one data set, are sequentially generated and added to a
constraint set. Due to the ambiguity existing in ground
truth, a small number of conflict constraints may exist. Any
constraint that conflicts with the existing set is ignored. In
fact, the objective function, namely, a in (34) is a rather loose

parameter as long as enough constraints are collected. Any
vector a containing five positive numbers will work. In
order to determine how many constraints are enough to get
an accurate estimate of the parameters, we simulate a
density function with five parameters. For one given
number of constraints (x-axis in Fig. 7), we independently
generate multiple sets of constraints and compute the
average estimate errors, which are shown in Fig. 7. Note
that, since the parameters indeed encode the scenario-
related knowledge, we train the parameters for different
data sets. Here, the data set means a set of video sequences
in similar scenario (similar background, moving objects,
and using the same method for foreground segmentation).
A desired Markov chain transition and a correct MAP
solution are ensured by the trained parameters.

5.2 Simulation Results
To demonstrate the concept of our approach, we design
simulation experiments. In an L � L square region, there
are K (unknown number) moving discs. Each disc presents
an independent color appearance and an independent
constant velocity and scale change in the 2D region. False
alarms (nonoverlapping with targets) are u.a.r. located in
the scene, and the number of false alarms is a uniform
distribution on ‰0; FA�. If the number of existing targets in
the square region is less than the upper bound N , a target is
added randomly. We also add several bars as occlusions in
the scene. This static occlusion causes a target to break into
several foreground regions. This simulates real scenarios
when foreground regions are fragmented due to noisy
background modeling. The input to our tracking algorithm
contains only foreground regions in each frame without any
shape information.

The design of this simulation experiment is through
particular considerations for evaluating a method’s ability
to recover spatial data association. In such a simulation, if
no occlusions between objects and no static occlusion occur,
the decision of temporal data association is very easy to
make without any ambiguity. It is just due to the lack of
spatial completeness so that these sequences challenge
many existing data association methods. Without jointly
considering the spatial and temporal data association, a
tracking algorithm cannot produce the correct segmentation
of the foreground regions. Fig. 8 gives the results of our
spatiotemporal MCMC data association algorithm. Colored
and black rectangles display the targets and false alarms,
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Fig. 7. Average normalized error kĈ � Ck=kCk of the estimated
parameters Ĉ with different number of constraints.
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respectively. Red links indicate that spatial segmentation
happens between nodes.

To evaluate the performance of our approach quantita-
tively, we adopt the metric “Sequence Tracking Detection
Accuracy” (STDA) proposed in [26], which is a spatiotem-
poral-based measure penalizing fragmentation in the tem-
poral and the spatial domains. To compute the STDA score,
one needs to compute one-to-one match between the tracked
targets and the ground truth targets. The matching strategy
itself is implemented (in the evaluation software) by
specifically computing the measure over all the ground
truth and detected object combinations and to maximize the
overall score for a sequence [26]. Given M matched tracks
including tracked targets �kðiÞ, k … 1; . . . ; M, i … 1; . . . ; T and
the corresponding ground truth tracks GkðiÞ, k … 1; . . . ; M,
i … 1 . . . ; T , STDA can be computed as

STDA …
XM

i…1

PT
1

GiðtÞ\�iðtÞ
GiðtÞ[�iðtÞ

� 	

NframeðGi [ �i 6… ;Þ
NG þ NT

2
;



ð35Þ

where the denominator for each track NframeðGi [ �i 6… ;Þ
indicates the number of frames in which either a ground
truth or a tracked target (or both) is present. The numerator
for each track measures the spatial accuracy by computing
the overlap of the matched tracking results over the ground
truth targets in the sequence. The normalization factor is the
average of number of tracked targets NT and the number of
ground truth targets NG. STDA produces a real number
value between 0 and 1 (worst and best possible perfor-
mance, respectively).

As the target density and false alarm rate increase, tracking
becomes increasingly difficult. For each different setting (i.e.,
number of targets and number of false alarms), we generate
20 sequences for comparison of the average performance.
Each sequence contains T … 50 frames. We compare our

method with other methods, including a JPDAF-based
method from [10], the MHT from [13], and our own algorithm
with temporal moves only. All methods employ the same
motion and appearance likelihood. To prune hypotheses,
both JPDAF and MHT adopt the minimum ratio between the
likelihood of the worst hypothesis to the likelihood of the best
one. Any hypothesis with a likelihood lower than the product
of this ratio and the likelihood of the best hypothesis is
discarded. For JPDAF, we use 1-scanback and keep at most
50 hypotheses at each scan. For MHT, we use 3-scanback and
keep at most 300 group hypotheses. In fact, even if a larger
scanback (5-scanback) is used, MHT does not show sig-
nificant improvement in the simulation. This can be ex-
plained as temporal data association (when no occlusion
happens) is quite straightforward in the simulation, and the
ambiguities caused by errors in spatial relationship cannot be
solved by simply increasing number of scanback. The initial
cover !0 for MCMC sampling is initialized by a greedy
criterion, namely, using the MHT algorithm but keeping only
the best hypothesis at each time. The MCMC sampler was run
for a total of 10,000 iterations where the first 1,500 iterations
consist solely of temporal moves. The average score from
multiple runs of our method is reported. Fig. 9a compares the
performance when the number of targets increases. Fig. 9b
shows the tolerance to false alarms for different methods.
Because we consider the spatial and temporal association
seamlessly, the performance of our method dominates the
other three methods. The other three methods work almost
equally poorly since they often fail at similar cases when split
or merged observations exist.

To extend our algorithm for long sequences, we
implement the proposed association algorithm as an online
algorithm within a sliding window of size W . The overlap
between sliding windows is defined by �W . When a sliding
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Fig. 9. (a) STDA as the function of N, the maximum number of targets,
L … 200, FA … 0, and T … 50 and (b) STDA as the function of FA, the
number of false alarms, L … 200, N … 5, and T … 50.

Fig. 8. Simulation result L … 200, N … 7, FA … 7, and T … 50. Color
rectangles indicate the IDs of targets. Targets may split or merge when
they appear. (a) 1st frame, (b) 30th frame, (c) 43rd frame, and
(d) 50th frame.
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